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The Context

A program may be seen as ”a sequence of operations, executing
one after another” → Not any more.
Modern applications must:

Handle many users in order to be scalable
→ Web servers handling thousands of requests

Be highly responsive
→ Mobile apps staying responsive while downloading data
→ Performing calculations while waiting for a I/O resource

Exploit multi-core CPUs
→ Algorithms using all the computing power available

”Doing one thing at a time” is no longer enough.
How to do multiple things at once? 😕
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Concurrent Prgogramming

Programming paradigm where multiple tasks are designed to
be executed during overlapping time periods.
̸= Parallel Programming
Does not require multiple CPUs but can benefit from them.
How to do it?

Decompose the problem into independent tasks.
Create an execution thread for each task.
Run the threads using context swichting or/and in parallel.
Manage shared resources (memory, files).
Coordinate and synchronize the threads.

In a concurrent program, several sequences of operations may
execute ”in the same time”, interleaving one with another.
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JVM and Threads
The JVM runs as a single process.
The JVM allows an application to have multiple threads.
Threads exist within a process.
Threads share the process’s resources (lightweight).
When JVM starts up, there is a single thread, called main.
When all non-daemon threads have died, the JVM process stops.
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Thread and Runnable

Each executing thread is an instance of java.lang.Thread
class or a subclass of it.
A thread must ”know” what code it is supposed to execute, so
it will receive an object containing the method to be run.

Thread thread = new Thread(runnableObject);

The java.lang.Runnable interface should be implemented by
any class whose instances are to be executed by a thread.

public void run() {
// This is where we write the code executed by a thread

}

This interface is designed to provide a common protocol for
objects that wish to execute code while they are active.
Thread class already implements Runnable.

5 / 45



Creating and Running a Thread
public class HelloThread extends Thread {

@Override
public void run() {
int n = 100_000_000;

// Write n times a string into a text file
try (var out = new BufferedWriter(new FileWriter("hello.txt"))) {
for (int i = 0; i < n; i++) {
out.write("Hello World!\n");

}
} catch (IOException e) {
System.err.println("Oops..." + e);

}
}

public static void main(String args[]) {
// Start the thread
new HelloThread().start();
System.out.println("OK...");

}
}
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The start Method

thread.start() → causes the thread to begin execution.
The JVM calls the run method of the thread.
The result is that two threads are running concurrently:

the current thread, which returns from the call to the start
method, and may be seen as the parent, and
the new thread, which executes its own run method;
the new thread does not store a reference to the creator.

It is never legal to start a thread more than once. In particular,
a thread may not be restarted once it has completed execution.

→ IllegalThreadStateException
What if we call ourselves the run method: thread.run();😕
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Implementing Runnable
public class HelloRunnable implements Runnable {

private final String filename;
private final String message;
private final int count;

public HelloRunnable(String filename, String message, int count) {
this.filename = filename;
this.message = message;
this.count = count;

}

@Override
public void run() {

// The same code as in the previous example . . .
}

public static void main(String args[]) {
Runnable runnable

= new HelloRunnable("hello.txt", "Ciao!", 10);
new Thread(runnable).start();

}
} // Implementing Runnable is more flexible than extending Thread
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Using λ-expressions
Runnable is a functional interface (it has only one method).
public class TestRunnable {

public static void main(String args[]) {
TestRunnable app = new TestRunnable();
app.testThreads();

}
private void testThreads() {

//Define the runnable object using a lambda-expression
Runnable runnable = () -> {

System.out.println("Hello from thread 1");
};
new Thread(runnable).start();

//Define the runnable object using a method reference
new Thread(this::doSomething).start();

}

private void doSomething() {
System.out.println("Hello from thread 2");

}
}
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Thread ID, Name and Group

Each thread has an unique ID and a name. The ID is numeric
(long) and it is assigned by JVM.

Thread t1 = new Thread(runnable, "The Executor");

Thread t2 = new Thread();
t2.setName("Thread-Zilla");

This is useful for logging, profiling, debugging concurrency
issues, or tracking execution in general.
System.out.println(

"Thread: " + Thread.currentThread().getName() +
", ID: " + Thread.currentThread().getId()

);

Threads may belong to groups that form a tree structure, but
this is now obsolete, in favor of other management techniques.
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Thread Stacks
Each Java thread has its own stack.
Each stack contains stack frames. Each frame contains: method
parameters, local variables, return address, etc.
public void run() {

int x = 1; // thread-private memory (stack)
}

Stack-allocated data is thread-safe.
Allocating memory on the stack is very fast.
Stacks are usually small and fixed in size.

Thread t1 = new Thread(null, runnable, "T1", 1024 * 1024);
// or use JVM argument -Xss1M to specify stack size

”Highly” recursive functions → StackOverflowError
More threads → more stacks → more memory usage. ⚠
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Resource Contention
Threads may run into conflicts over access to a shared resource
such as memory, files, database connections, etc.
var r1 = new HelloRunnable("hello.txt", "Hello World", 1000);
var r2 = new HelloRunnable("hello.txt", "Ciao Mondo", 1000);
new Thread(r1).start();
new Thread(r2).start();

What could happen when running the two threads?

Hello World
Hello World
Hello World
...
Ciao Mondo
Ciao Mondo
Ciao Mondo
...

Ciao Mondo
Ciao Mondo
Ciao Mondo
...
Hello World
Hello World
Hello World
...

Ciao Mondo
Ciao Mondo
...
Ciao MonHello World
Hello World
Hello World
...
Hello Wodo
Ciao Mondo
Ciao Mondo
...
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Thread Heap Interference

All threads share the heap.

Most operations performed by a thread are not atomic.
Operations on shared data might be interrupted mid-stream.
Threads interleave unpredictably. Two operations consist of
multiple steps, and the sequences of steps overlap.
Memory consistency errors occur when different threads have
inconsistent views of what should be the same data.

13 / 45



Example: Two Interleaving Threads
public class SharedListProblem {
// list is an object on the heap
private final List<Integer> list = new ArrayList<>();

private void execute() throws InterruptedException {
Thread t1 = new Thread(this::doTask, "Thread-1");
Thread t2 = new Thread(this::doTask, "Thread-2");

t1.start(); t2.start(); // Start both threads
t1.join(); t2.join(); // Wait for them to finish
System.out.println("Final size: " + list.size());

}
private void doTask() {

for (int i = 0; i < 1000; i++) {
list.add(i); // NOT thread-safe

}
}
public static void main(String[] args) throws InterruptedException {

new SharedListProblem().execute();
}

} // Final size: 1427, or more likely ArrayIndexOutOfBounds 😕
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Rick is messing up my drawing!
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Atomic Operations
An atomic operation executes completely or not at all.

No intermediate state visible to other threads.
It cannot be interrupted.
It cannot be observed halfway.
It is indivisible.

Reads and writes are atomic for all primitive variables except
for long and double on older 32-bit JVM.

int a = 5; // atomic write
long b = 0xFFFF_FFFF_FFFF_FFFFL; // 😕
count ++; // not atomic (1.read-count 2.add-1 3.write-back)
list.add(i); // not even remotely atomic

Writes to and reads of references are always atomic.
Point p = new Point(0, 0); // atomic

If an operation is not atomic, other threads can see: partial
updates, inconsistent values, corrupted state.

16 / 45



The Producer - Consumer Example
Producer threads add items to a shared buffer.
Consumer threads remove items from the buffer.
The shared resource:
public class Buffer {

private final Queue<Integer> queue = new ArrayDeque<>();

public void produce(int value) {
queue.offer(value);

}
public int consume() {

return queue.poll(); ⚠
}

}

The threads accessing the shared resource:
Buffer buffer = new Buffer();
new Producer(buffer).start(); // one producer
new Consumer(buffer).start(); // multiple consumers
new Consumer(buffer).start();
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The Producer Class
public class Producer extends Thread {

private final Buffer buffer;

public Producer(Buffer buffer) {
this.buffer = buffer;

}

@Override
public void run() {

for (int i = 0; i < 20; i++) {

buffer.produce(i);
System.out.println("Produced: " + i);

try {
sleep((int) (Math.random() * 100));

} catch (InterruptedException ignored) { }
}

}
}
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The Consumer Class

public class Consumer extends Thread {
private final Buffer buffer;

public Consumer(Buffer buffer) {
this.buffer = buffer;

}

@Override
public void run() {
for (int i = 0; i < 10; i++) {
int value = buffer.consume();
System.out.println("Consumed: " + value);

}
}

}

What happens?
The threads ”trample” on the shared data.
The threads do not coordinate each other.
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Thread Synchronization

Race Conditions: multiple threads accessing shared data.
→ The queue inside the buffer is the shared data.

Critical Section: A method or a block of code managing a
shared resource.

The code touching the queue represent critical sections
→ queue.offer, queue.poll

Mutual Exclusion (Mutex): Enforcing limitations on
accessing a critical section.

→ Do not enter the critical section, either to produce or
consume, while another thread is in the critical section
producing or consuming.
Thread synchronization ensures that two or more concurrent
threads do not simultaneously access a shared resource.
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The synchronized Keyword
Ensures mutual exclusion.
Only one thread accesses a critical section at a time.
public class Buffer {

private final Queue<Integer> queue = new ArrayDeque<>();

public synchronized void produce(int value) {
queue.offer(value);

}
public synchronized int consume() {

return queue.poll();
}

} // This is method level synchronization

Synchronization is built around an internal entity known as the
intrinsic lock or monitor lock.
Every object has a monitor lock associated with it.
A thread may acquire → own → release a lock.
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Synchronized Statements
Too large critical sections → poor performance.

public synchronized void produce(int value) {
// Do lots of thread-safe stuff
queue.offer(value);
// Do more thread-safe stuff

} // This is bad ❌

Lock only the statements accessing the queue.
public void produce(int value) {

// Do lots of thread-safe stuff
synchronized(this) {

queue.offer(value);
}
// Do more thread-safe stuff

} // This is good ✔

Object lock = new Object();
synchronized(lock) {

queue.offer(value);
} // You may use the lock of any object

22 / 45



Synchronization Problems
Over-synchronization
Too large synchronized methods (statements)
Deadlock💀
Thread A:

synchronized(lock1) {
synchronized(lock2) {

// ?
}

}

Thread B:
synchronized(lock2) {

synchronized(lock1) {
// ?

}
}

Lock Contention
Too many threads competing for same lock.
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Thread Cooperation

Multiple threads should coordinate their actions in order to
achieve a common goal.
It’s not about competing for resources any more.
Don’t produce if the queue is full.
Don’t consume if the queue is empty.
Wait until there is something in the queue, before trying to
consume.
Tell the consumers that there is something in the queue.
A guarded block is a section of code that waits until a specific
condition becomes true before proceeding.
A semaphore is a synchronization construct that controls
access to a resource by maintaining a set of permits.
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Wait and Notify
public class Buffer {
private final Queue<Integer> queue = new ArrayDeque<>();
private static final int MAX_SIZE = 100;

public synchronized void produce(int value)
throws InterruptedException {

while (queue.size() >= MAX_SIZE) { // is full
wait(); // until another thread calls notify or notifyAll

}
queue.offer(value);
notifyAll(); // wakes up all threads waiting at this monitor

}

public synchronized int consume() throws InterruptedException {
while (queue.isEmpty()) {
wait(); // the current thread must own this object's monitor

}
int value = queue.poll();
notifyAll(); // the awakened threads will compete
return value;

}
}
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The Java Memory Model (JMM)

The Java Memory Model specifies how threads interact
through memory when executing concurrent programs.
It defines the rules and guarantees provided by the JVM
regarding the visibility of shared data among threads and the
order of execution of memory operations.
Shared memory (heap) vs Thread-specific memory (stack,
ThreadLocal, cached copies of variables)
Visibility: changes made by one thread to shared variables are
visible to other threads at the appropriate time.
Happens-Before Relationship: the ordering of memory
operations between threads. If an operation A happens-before
operation B, then the results of A are visible to B.
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Visibility and the volatile Keyword

In a multi-core processor, each thread has its own local CPU
cache (L1, L2, L3). To improve performance, a thread may copy
a variable from the main memory into its local cache. If Thread
A updates a variable, it might only update its local cache and
delay ”flushing” that value back to main memory. Meanwhile,
Thread B is reading its own stale local cache, completely
unaware that the value has changed.
A write to a volatile variable happens-before every subsequent
read of that variable.
Modern CPUs and compilers often reorder instructions to
optimize execution. All instructions that appear before a write
to a volatile variable cannot be reordered to appear after it.
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The Shutdown Flag
public class TaskRunner implements Runnable {

// Without volatile, the thread might loop forever
// even after another thread calls shutdown()
private volatile boolean active = true;

public void shutdown() {
active = false;

}

@Override
public void run() {

while (active) {
// do work

}
System.out.println("Thread stopped safely.");

}
}

Any write to a volatile variable is immediately written back to main
memory. Any read of a volatile variable is always pulled from main
memory, never from the thread’s local cache.
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Thread Scheduling
Which thread runs, when it runs, and for how long?
JVM relies on the operating system’s native thread scheduler.
Java uses preemptive, priority-based scheduling.

Preemptive: A running thread can be interrupted (preempted)
to allow another thread to run. The alternative (in older JVMs)
was to have cooperative scheduling: the running thread keeps
the CPU until it voluntarily yields (yield, sleep, wait).
Priority-based: Threads’ priorities may influence scheduling.

thread.setPriority(Thread.MAX_PRIORITY);
//MIN=1, NORM=5 (default), MAX=10

Time slicing (priority-based round-robin):
Each runnable thread gets a small time quantum.
After its slice expires, another thread runs.
Ensures fairness → reduces chance of starvation.
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Thread Lifecycle
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Stopping a Thread
A thread should die naturally when its run method finishes.
Thread.stop: The thread is forced to stop whatever it is doing
abnormally and to throw a ThreadDeath object as an exception.
Deprecated → This method is unsafe. Don’t use it!
Killing it softly: Use a control variable to indicate that the
target thread should stop running.
public class MyThread extends Thread {

private boolean volatile running;

public void run() {
running = true;
while (running) {

...
}

} ...
}
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Interrupting a Thread
It is not the same thing as stopping (killing) a thread.
Threads may become blocked as a result of invoking methods
such as sleep(), wait(), or join().
This blocking state should be cancelable.
interrupt() sets the thread’s interrupt status flag to true.
Thread t = new Thread( () -> {

try {
while(true) {
//Perform some lenghty operation
Thread.sleep(10000);

}
} catch (InterruptedException e) {
System.out.println(e.getMessage()); // sleep interrupted

}
//Continue execution ...

});
t.start();
...
t.interrupt();
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Synchronized Collections
The ”modern” classes describing collections are not thread-safe!

For example, if we look in ArrayList source code:
public boolean add(E e) {... }

Adding data in a list from two concurrent threads may result in:
ConcurrentModificationException.

”Old” collections, like Vector, Stack are thread-safe:
public synchronized boolean add(E e) { ... } // are they better?

A synchronized collection wraps the original collection and
synchronize every method call.

→ Synchronization Proxy
List<String> sync = Collections.synchronizedList(list);

Collections.synchronizedList (or Set, Map, etc.) returns
a new thread-safe list backed by the originals list.
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java.util.concurrent Collections
Synchronized collections are not very efficient: they use a single
global lock, all operations block each other → lower scalability
Concurrent collections are high-performance, thread-safe.

Allow multiple threads to operate concurrently
Much better performance under contention
Designed for modern multicore systems

// Mutative operations may be implemented by making a copy
List<String> list = new CopyOnWriteArrayList<>();
Set<String> set = new CopyOnWriteArraySet<>(); // 💡

// Data may be divided into segments.
// Different threads can acquire locks on each segment.
Map<String, Integer> map = new ConcurrentHashMap<>();

BlockingQueue<Integer> queue = new LinkedBlockingQueue<>();
Queue<Integer> queue = new ConcurrentLinkedQueue<>();
ConcurrentSkipListMap<String, Integer> map =

new ConcurrentSkipListMap<>(); //sorted
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Locks
A lock provides exclusive access to a shared resource.

synchronized: simplicity
Lock implementations: timeouts, interruptible waiting, fairness,
multiple condition variables, advanced concurrency control.
Lock lock = new ReentrantLock(); // usually shared
// Reentrant: Same thread can acquire the lock multiple times
lock.lock(); // the thread blocks until it gets the lock
try {

// the code executed after lock(), until unlock(),
// is the critical section

} finally {
lock.unlock();

}
//lock(), tryLock([timeout]), newCondition() (await,signal)

Fair/Non-fair lock: new ReentrantLock(true/false);
ReadWriteLock: multiple readers, one writer
StampedLock: optimistic reads, very high performance
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Atomic Classes
Atomic classes provide lock-free, thread-safe operations on
single variables using CAS (Compare-And-Swap).
int counter = 0;
counter++; // read → modify → write (not atomic)

AtomicInteger counter = new AtomicInteger(0);
int newValue = counter.incrementAndGet();
counter.compareAndSet(1, 2);
// AtomicLong, AtomicBoolean, AtomicIntegerArray, etc.

Better scalability than synchronized or explicit locks.
AtomicReference: Reference updates in Java are atomic, but
not automatically thread-safe.
MyObject shared;
Thread 1: shared = new MyObject();
Thread 2: if (shared != null) { shared.doSomething(); } ⚠

var ref = new AtomicReference<>();
ref.compareAndSet(null, new MyObject());
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Thread Pools
Creating a new thread is expensive: memory allocation, OS
scheduling cost, context switching.
A thread pool reuses threads, limits the number of concurrent
threads, prevents resource exhaustion, improves performance.
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Executors
ThreadPoolExecutor is the core implementation of a thread pool.

ExecutorService executor = Executors.newFixedThreadPool(4);
for (int i = 0; i < 100; i++) {

executor.submit(new Job(i));
}
executor.shutdown();

public record Job(int value) implements Runnable {
@Override
public void run() {

System.out.println(value + ": "
+ Thread.currentThread().getName());

}
}

public ThreadPoolExecutor(
int corePoolSize, // min threads to keep alive
int maximumPoolSize, // max threads
long keepAliveTime, // how long extra threads stay alive
TimeUnit unit, // seconds, milliseconds, etc.
BlockingQueue<Runnable> workQueue) // bounded, unbounded
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Runnable vs. Callable
Runnable
public void run() { // cannot throw exceptions
System.out.println("Running task");
// cannot return values

};

Callable
public String call() throws RuntimeException {
if (Math.random() < 0.5) throw new RuntimeException("Failed!");
return "Running task";

};

Callable is used with ExecutorService:
ExecutorService executor = Executors.newSingleThreadExecutor();
Future<String> future = executor.submit(task);

String result = future.get(); // blocks until done
executor.shutdown();
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The Fork/Join Framework

Designed for parallel divide-and-conquer algorithms: solving
tasks that can be broken into smaller pieces recursively and
distributed to worker threads.

if (task is small enough)
do it directly

else
fork: split task into subtasks
wait for the subtasks to be solved: join

Uses a work-stealing approach. Each worker thread:
Has its own deque (double-ended queue)
Takes tasks from its own queue
If empty, steals tasks from other threads

Takes advantage of multi-core processors.
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Example: ForkJoinPool
public class MyTask extends RecursiveAction {

private final int[] numbers;
private final int start, length, target;
public MyTask(int[] numbers, int start, int length, int target) {

...
}

@Override
protected void compute() {

if (length < 1000) { computeDirectly(); return; }
int split = length / 2;
invokeAll(
new MyTask(numbers, start, split, target),
new MyTask(numbers, start + split, length - split, target));

}

private void computeDirectly() {
for (int i = start; i < start + length; i++)

if (numbers[i] == target)
System.out.println("Found it at position: " + i);

}
}

int numbers[] = new int[1_000_000]; int target = 1;
numbers[500_000] = target;
MyTask task = new MyTask(numbers, 0, numbers.length, target);
ForkJoinPool pool = new ForkJoinPool();
pool.invoke(task);
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Virtual Threads (Project Loom)

Traditional (Platform) threads map 1:1 to OS threads:
Expensive (memory + context switching)
Limited scalability (thousands of threads).

Virtual threads (introduced in Java 21)
Managed by the JVM, not the OS
Extremely lightweight (small footprint, cheap to create)
More scalable (can handle millions of threads)
Run on a small pool of OS threads called carrier threads
When a virtual thread blocks (e.g., on I/O), it:

Gets unmounted from the carrier thread
The carrier thread runs something else
When ready, the virtual thread resumes

✔High-concurrency I/O systems
❌Heavy CPU-bound parallel
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Example: Using Virtual Threads

Simulate 10,000 blocking operations (like database or HTTP calls).
public class VirtualThreadExample {

public static void main(String[] args) throws Exception {

try (ExecutorService executor =
Executors.newVirtualThreadPerTaskExecutor()) {

for (int i = 0; i < 10_000; i++) {
executor.submit(() -> {

Thread.sleep(1000); // Simulate blocking I/O
return null;

});
}

}
}

}
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ThreadLocal
Global access but per-thread isolated data.
Each thread has its own, independently initialized copy of the
thread-local variables (typically private static fields);
public class ThreadLocalSimple {

private static ThreadLocal<Integer> counter =
ThreadLocal.withInitial(() -> 0);

public static void main(String[] args) {
Runnable task = () -> {

for (int i = 0; i < 3; i++) {
counter.set(counter.get() + 1);

}
};
new Thread(task).start();
new Thread(task).start();

}
}

Database connections (per thread), request-scoped data, etc.
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Piped Streams

Asynchronous communication between threads using streams.
PipedOutputStream out = new PipedOutputStream();
PipedInputStream in = new PipedInputStream(out); // connect
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