géQJava

—

Advanced Programming

Lecture 6
Java Database Connectivity

(JDBC)

2025 - 2026



@ Most applications require a reliable mechanism to persist data
and to efficiently retrieve it when needed.

@ Database types:

o Relational: Based on SQL and relational algebra.

e NoSQL: Document (JSON, BSON, XML), Key-Value Stores,
Wide-Column Stores, Graph Databases. They are designed for
scalability and flexible, semi-structured, data models.

Object Oriented: Persists and retrieves objects.
Search Engines: Inverted index (text search).

Time Series: Timestamped entries, time-based queries.
Multi-Model: Support for multiple paradigms.

@ We are interested in standard solutions offered by Java
programming platform in order to use a persistence technology.
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Accessing Relational Databases

e JDBC (Java Database Connectivity)
JDBC is a low-level API, requiring manual handling of
connections, SQL statements, and result sets. It is
independent of the database type, using adapters
(drivers) between the client and the DBMS. Part of the
standard JDK, within the java.sql package.

e JPA (Java Persistence API)
JPA is the standard specification for an ORM
(Object-Relational Mapping) framework. JPA is part of
Jakarta Enterprise Edition (not included in JDK). Common
implementations: Hibernate, EclipseLink, and OpenJPA.

e SQL Mapping Frameworks: Non-standard technologies that
allow mapping SQL queries to Java methods, or typesafe SQL
Domain-Specific Language (DSL).
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Java Database Connectivity (JDBC)

Get a connection to the database.

String jdbcUrl = "jdbc:postgresql://localhost/myDatabase";

Connection connection = DriverManager

.getConnection(jdbcUrl, "myUserName", "myPassword");

Q

Execute SQL queries.

Statement stmt = connection.createStatement();
String sql = "SELECT id, name FROM persons";
ResultSet resultSet = stmt.executeQuery(sql);

[terate over the result sets.

while (resultSet.next()) {
int id = resultSet.getInt("id");
String name = resultSet.getString("name");

}

Close the connection.

connection.close();
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How to Connect to a Database: JDBC Drivers

o A JDBC driver is a software component that allows Java
applications to connect to a specific relational database. It acts
as a bridge between the application and the database.

@ In most cases a JDBC driver comes in the form of a java
archive (jar) that must be include in the project’s classpath.

<dependency>
<groupId>org.postgresql</groupId>
<artifactId>postgresql</artifactId>
<version>42.7.3</version>
</dependency>

@ Most data types in the java.sql package are interfaces, such
as Connection, Statement, and ResultSet. This defines an
abstract API that requires a concrete implementation, which is
provided by the JDBC driver.
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The Bridge Design Pattern

o The Bridge Design Pattern is a structural design pattern used
to decouple an abstraction from its implementation, so
that the two can vary independently. It separates an object’s
interface (abstraction) from its implementation, allowing them
to evolve separately.

e JDBC is a classical example of Bridge design pattern.

@ The "entry” is offered by the DriverManager class, which is
the basic service for managing a set of Driver objects.
A Driver is a facade object providing a simplified access point
to a complex subsystem.

o JDBC drivers register themselves automatically using the
meta-information stored in the Driver implementation, allowing
pluggable discovery at runtime.
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How to Connect to a Database: Connection

@ java.sql.Connection is an interface describing a working
session with a specific database. SQL statements are executed
and results are returned within the context of a connection.

@ The JDBC driver is responsible with providing an
implementation of the Connection in order to allow the
application to communicate with the specific database.

String jdbcUrl = "jdbc:postgresql://localhost/myDatabase";
Connection connection =
DriverManager.getConnection(url, "myUserName", "myPassword");

e DriverManager selects a suitable registered JDBC driver (that
implements the Driver interface) based on the JDBC URL.
Then it delegates the creation of the Connection object to that
driver. This is classic Factory Method pattern: the client asks
a central factory (DriverManager) for an object (Connection),
without knowing which concrete implementation will be used.
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Locating a Database: JDBC URL

e A JDBC URL tells the DriverManager which driver to use and
how to connect to the target database.

@ It usually includes a sub-protocol (the database type), the host
and port of the DBMS, an identifier of the database (its name),
and other optional parameters.

jdbc:<subprotocol>://<host>:<port>/<database>?<params> ‘

jdbc:postgresql://localhost:5432/mydb
jdbc:mysql://127.0.0.1:3306/testdb?useSSL=false
jdbc:h2:mem:testdb
jdbc:sqlite:/path/to/database.db

@ DriverManager looks at the JDBC URL prefix and attempts at
finding a registered JDBC driver that accepts this prefix. The
driver uses the URL to locate and connect to the database. If
none is found:

java.sql.SQLException: No suitable driver found for jdbc:someurl
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JDBC Driver Types

Java " JDBC Native -
Ty pe 1 Application _ Driver ODEC Driver DE

Java | uoBc | Native e
Type 2 Application | Driver | Driver DB

Java [ soBc | —
Type 3 Application | Driver }— Server — o8

Java [ wec | S
Ty pe 4 Application | Native Dn'\rer__l DB

9/32



JDBC-ODBC Bridge (Obsolete)

ODBC stands for Open Database Connectivity. It is an
industry-standard API that provides a common way for
applications to access data in DBMS, regardless of the specific
database software or operating system being used.

The primary goal of ODBC is to achieve database
independence. It is an easy to use, "universal” solution to
connect to a database.

It has major disadvantages such as performance degradation,
portability issues, and deployment complexity.

"The JDBC-ODBC Bridge should be considered a transitional
solution. It is not supported by Oracle. Consider using this only
if your DBMS does not offer a Java-only JDBC driver.”

The driver class: sun.jdbc.odbc.JdbcOdbcDriver
Not included in JDK anymore.
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The Statement Interface

e Statement: The object used for executing a static SQL
statement and returning the results it produces.
@ Can be used to execute SELECT queries:

Connection con = DriverManager.getConnection(url);
Statement stmt = con.createStatement();

String sql = "SELECT * FROM persons";

ResultSet rs = stmt.executeQuery(sql);

@ Can be used to execute DML (Data Manipulation Language)
commands, such as INSERT, UPDATE, DELETE:

String sql = "DELETE FROM persons WHERE age < 0";
int nbRowsAffected = stmt.executeUpdate(sql);

@ Can be used to execute DDL (Data Definition Language) or DCL
(Data Control Language) commands: ALTER, DROP, GRANT:

sql = "DROP TABLE temp";
stmt.executeUpdate(sql);
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The PreparedStatement Interface

@ PreparedStatement extends Statement and it is used for
executing parameterized SQL queries efficiently and safely.

@ SQL is specified using a template and placeholders. The
statement is sent to the DB and it is compiled - only once.

String sql = "INSERT INTO persons (id, name) VALUES (?, ?)";
Statement pstmt = con.prepareStatement(sql); //precompiled

@ Once compiled, it can be used to execute the same statement
multiple times (the same template with different parameters).
pstmt.setInt(1l, 100); //parameter binding

pstmt.setString(2, "Alice");//parameter binding [ Jaeaepiceon
pstmt.executeUpdate(); //execution Preparedistemet

pstmt.setInt(1l, 200); Java Application Statemert
pstmt.setString(2, "Bob");

pstmt.executeUpdate();
//No string concatenation, No SQL Injection (escaping values),
//Performance, Type safety (setInt, setString, setDate)

Database
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Preventing SQL Injection

@ Using Statement and string concatenation:
— Vulnerable to SQL injection

Statement stmt = conn.createStatement();
ResultSet rs = stmt.executeQuery(sql);

String input = "'; DROP TABLE persons; --"; &
// -- 1is used to comment the rest of the query, if any
String sql = "SELECT * FROM persons WHERE name = '" + input + "'";

@ Using PreparedStatement:
— Safe from SQL injection

String sql = "SELECT * FROM persons WHERE name = ?";
PreparedStatement pstmt = conn.prepareStatement(sql);
pstmt.setString(1l, input);

ResultSet rs = pstmt.executeQuery();

//the malicious input is treated as a plain string value
//not as part of the SQL command

13/32



Performance Test

int n = 50 000;

con.setAutoCommit(false);

try (Statement stmt = con.createStatement()) {
for(int i = 0; i < n; i++) {

String name = "Person " + 1i;
String sql = "insert into persons (id, name) " +
"values(" + i+ ", '" + name + "')";
stmt.execute(sql);
}
con.commit();

} // Time: 4765 ms -- without con.setAutoCommit(false): 9433 ms

con.setAutoCommit(false);
String sql = "insert into persons (id, name) values (?7,?)";
try (PreparedStatement pstmt = con.prepareStatement(sql)) {
for(int i=0; i<n; i++) {
String name = "Person " + i;
pstmt.setInt(1l, i); pstmt.setString(2, name);
pstmt.execute();
}
con.commit();
} // Time: 3834 ms -- without con.setAutoCommit(false): 8613 ms
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Batch of Commands

@ Instead of sending many SQL commands one by one, you cand
send them all together as a batch.

.II)
stmt.addBatch("INSERT ...")
stmt.addBatch("INSERT ...")
int[] results = stmt.executeBatch(); //SUCCESS_NO_INFO, EXECUTE FAILED

stmt.addBatch("INSERT ..

’
’
’

@ Fewer round-trips — better performance
@ If one statement fails — BatchUpdateException
o If the batch is too large, split it into chunks.

for (int i = 0; 1 < 50 000; i++) {
stmt.addBatch("INSERT ...");
if (i % 1000 == 0) stmt.executeBatch();

}

@ May not be supported by all DBMS or JDBC drivers.
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The ResultSet Interface

@ A ResultSet is the equivalent of a database cursor. It allows
iterating through the data returned by a SELECT statement, and
optionally update it directly (if the DBMS allows it).

e It is read-only, forward-only by default.

@ Rows are fetched one at a time.

Statement stmt = conn.createStatement();
ResultSet rs = stmt.executeQuery("SELECT id, name FROM persons");

while (rs.next()) {
int id = rs.getInt("id");
String name = rs.getString("name");
System.out.println(id + ": " + name);

}

@ Under the hood, a ResultSet object maintains a cursor
pointing to its current row of data. Initially the cursor is
positioned before the first row. The next() method moves the

cursor to the next row.
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The CallableStatement Interface

A CallableStatement is used to execute stored procedures or
functions in a database. It extends PreparedStatement, allowing
you to call precompiled database routines that may have input,
and/or output parameters.

- -Database
CREATE PROCEDURE compute employee salary
(IN emp _id INT, OUT salary DECIMAL)

// Java

String sql = "{ call compute employee salary(?, ?) }";
CallableStatement stmt = conn.prepareCall(sql);

// Set input parameter the employee id

stmt.setInt(1l, 100);

// Register output parameter and execute
stmt.registerOutParameter(2, java.sql.Types.DECIMAL);
stmt.execute();

// Retrieve output value

BigDecimal salary = stmt.getBigDecimal(2);

// It is important to map correctly SQL types to Java types.
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Stored Procedures and Functions or Not?

Advantages
Performance / Reduced data transfer
Security

Reusability across applications

Encapsulation of complex logic

Disadvantages

Vendor lock-in

Harder to maintain and version
Poor testability
Split business logic (bad architecture risk)

Limited scalability flexibility
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Long Running Statements

@ Statement methods executeQuery, executeUpdate and
execute are blocking: the current thread waits until the
database returns, fails, or times out.

@ What to do if a statement takes too long to complete?

@ stmt.cancel()

o Tries to stop a Statement already in progress.
@ Only if both the DBMS and driver supports cancelling
e Should be used from another thread

Thread T1l: creates and executes the statement stmt
Thread T2:

- has access to stmt

- checks conditions, cancels if necessary

@ stmt.setQueryTimeout(int seconds)
e By default, there is no limit (0).
o If the limit is exceeded — SQLTimeoutException.

o Applies to all types of execute methods.
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MetaData

@ ResultSetMetaData provides information about the types and
properties of the columns in a ResultSet object: the number of
columns, their types, their names, etc.

ResultSet rs = stmt.executeQuery("SELECT * FROM someTable");

ResultSetMetaData rsmd = rs.getMetaData();

// Find the number of columns in the ResultSet

int n = rsmd.getColumnCount();

// Find the names of the columns

for(int 1 = 0; i < n; i++) {
System.out.println(rsmd.getColumnName(i));

}

@ DatabaseMetaData offers comprehensive information about the
database as a whole. It is implemented by driver vendors to let
users know the capabilities of a DBMS in combination with the
JDBC driver that is used with it: tables, stored procedures,
connection capabilities, supported SQL grammar, etc.

DatabaseMetaData dbmd = connection.getMetaDatal();
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Transaction Control

@ A transaction is a logical unit of work, comprising one or
more SQL statements, that adheres to the ACID properties.

o Atomicity: All operations succeed, or none are applied.

o Consistency: The database remains in a valid state.

o lIsolation: Transactions should not interfere with each other.
Isolation levels define how much one transaction is isolated
from others.

o Durability: Once a transaction is committed, it is
permanently saved to storage, even in case of a crash.

o By default, JDBC connections operate in auto-commit mode,
every individual SQL statement being committed automatically.

Connection conn = DriverManager.getConnection(...);
conn.setAutoCommit(false); //to control transactions manually
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COMMIT and ROLLBACK

@ A successful transaction should end with commit (), which
persists all the SQL statements executed since the last commit.

o If something goes wrong during a transaction, for example, an
exception occurs, a transaction should end with rollback(),
which reverts all the modifications done.

try {
conn.setAutoCommit(false);
// Transaction has started
// Execute multiple SQL INSERT, UPDATE or DELETE commands
/] ...
conn.commit(); // Commit all operations
// Transaction has ended
} catch (SQLException | RuntimeException e) {
conn.rollback(); // Roll back if something failed
}

@ A savepoint is a way to set a checkpoint within a transaction.
It allows you to partially roll back to a specific point, rather

than rolling back the entire transaction.
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Isolation Levels

@ Isolation levels define how transactions interact with each
other in terms of visibility of changes to shared data. They are
critical for managing data consistency vs. concurrency in a
database system.

@ The three classic transaction anomalies are:

o Dirty reads: A transaction reads data that has been modified
but not yet committed by another transaction.

o Non-repeatable reads: A transaction reads the same row
twice and gets different results, because another transaction
modified and committed in between.

o Phantom reads: A transaction executes the same query twice,
but gets different result sets because another transaction
inserted or deleted rows.
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Standard lIsolation Levels

o READ_UNCOMMITTED: Fastest; Risk of dirty reads; Rarely
used.

o READ_COMMITTED: Safe for most reads; Dirty reads are
prevented; Can get non-repeatable reads; Default for many
databases.

o REPEATABLE_READ: Safer; Ensures row-level consistency;
May still get phantom reads; Banking, critical data reads.

e SERIALIZABLE: Full consistency; Slowest; Critical financial
transactions.

conn.setTransactionIsolation(Connection.TRANSACTION SERIALIZABLE);

At database level, isolation is implemented using:
@ Exclusive / Shared Locks
@ Multi-Version Concurrency Control (MVCC)
e Validation / Conflict Detection
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Handling SQL Exceptions

@ SQLException implements Iterable<Throwable>. Why?

public static void printSQLException(SQLException sqlException) {
for (Throwable e : sqlException) {
// SQL exception chaining
if (e instanceof SQLException) {
SQLException sqlEx = (SQLException)e;

System.err.println("SQL State : " + sqlEx.getSQLState());
System.err.println("Error Code: " + sqlEx.getErrorCode());
System.err.println("Message : " + sqlEx.getMessage());

Throwable t = ex.getCause();

while(t != null) {
System.out.println("Cause: " + t);
t = t.getCause();

} // Cause exception chaining

@ Warnings, such as data truncation, are represented by
SQLWarning which extends SQLException.
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The Single Connection (Anti-)Pattern

public class DatabaseConnection {
private static Connection connection; //the single instance
private DatabaseConnection() {}
public static Connection getInstance() throws SQLException {
if (connection == null || connection.isClosed()) {
connection = DriverManager.getConnection(
"jdbc:postgres://localhost/mydb", "user", "pwd");
} // Lazy initialization
return connection;

// How to use it, when to close it?
var connection = DatabaseConnection.getInstance();

@ Acceptable if you need a single, globally accessible connection

in @ non-concurrent environment.

@ Not recommended in multi-threaded or enterprise applications.
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The Connection Pool Pattern

e Connection Pool is a creational pattern designed at reducing
the overhead involved in performing database connections.

Client 1
Acquire - Use - Release

Virlual connection
Connection
. Pool

Reusable pre-made DB
connections

Physical connections

Virlual connection

Client n
Acquire - Use - Release

@ Instead of opening a new connection for each request, the
application requests a connection from the pool. When it is
finished with the connection, it returns it to the pool.

e Common configurations: initial and minimum pool size (e.g., 8
connections), maximum pool size (32), pool resize quantity (2),
idle timeout (300 seconds), max wait time (60000 ms).
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The DataSource Interface

A DataSource is an alternative to DriverManager, for getting a
JDBC connection. It is also implemented by the driver producer.

e Basic implementation - produces a standard Connection;
@ Connection pooling implementation;
o Distributed transaction implementation.

HikariConfig config = new HikariConfig();
config.setJddbcUrl("jdbc:postgres://localhost/mydb");
config.setUsername("user"); config.setPassword("password");

// Fine tuning of the connection pool

config.setMaximumPoolSize(32); // Max concurrent connections
config.setConnectionTimeout(30000); // Wait max 30s for a connection

//Create the DataSource object (connection pooling implementation)
DataSource dataSource = new HikariDataSource(config);

Connection conn = dataSource.getConnection(); // taken from the pool
con.close(); //returned to the pool
dataSource.close(); //closes the physical connections
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The Data Access Object (DAQO) Pattern

e Data Access Object (DAOQ) is a structural design pattern that
abstracts and encapsulates all access to a data source.

@ A DAO Interface defines the contract for data access
operations for a specific entity from the application domain.

package com.example.dao;

public interface PersonDAO {
void save(Person p);
List<Person> findAll();

}

e A DAO implementation is a concrete class that implements
the DAO interface. The objects are created using an abstract
factory with or without the help of dependency injection. @

package com.example.dao.jdbc;
public class JdbcPersonDAO implements PersonDAO {

// the code for interacting with the database using JDBC.
}
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The Abstract Factory Pattern

@ Abstract Factory is a creational design pattern that provides
an interface for creating families of related or dependent
objects without specifying their concrete classes.

@ Consider that an application must provide multiple persistence
layers, for example JDBC and JPA. The decision to use JDBC or
JPA is done at deployment time, using a configuration file.

package com.example.dao.jpa;
public class JpaPersonDAO implements PersonDAO {

// the code for interacting with the database using JPA
}

@ Whenever we need a DAO object in the application, we should
obtain it without knowing whether it's JDBC or JPA.

PersonDAOFactory factory = PersonDAOFactory.createFactory();
PersonDAO personDAO = factory.createPersonDAO();

Person person = new Person(l, "Alice");
personDAQ.save(person);
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Implementing the DAQO Factories

public abstract class PersonDAOFactory {
public abstract PersonDAO createPersonDAO();

public static PersonDAOFactory createFactory() {
String type = "jdbc"; //read it from the config file
switch (type.toLowerCase()) {
case "jdbc": return new JdbcPersonDAQOFactory();
case "jpa" : return new JpaPersonDAOFactory();
default:
throw new IllegalArgumentException("Unknown factory type");

public class JdbcPersonDAOFactory extends PersonDAOFactory {
public PersonDAO createPersonDAO() { return new JdbcPersonDAO(); }
}

public class JpaPersonDAOFactory extends PersonDAOFactory {
public PersonDAO createPersonDAO() { return new JpaPersonDAO(); }
}
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JDBC: Advantages and Disadvantages

o Advantages
o Fine-grained control over SQL; High performance
e Direct access to database features (meta-data)
o Fundamental low-level API; Foundation for higher-level APIs
e Disadvantages
e Boilerplate code and verbosity; Less productive; Error prone
e Tight copupling with the database; Requires SQL knowledge
o Alternatives (all based on JDBC)
e Object-Relational Frameworks (JPA and its implementations)
e SQL-Mapping frameworks, such as MyBatis

<select id="getPerson" parameterType="int" resultType="Person">
SELECT * FROM person WHERE id = #{id}

</select>

Person p = personMapper.getPerson(1)

e Type-safe SQL builders, such as jOOQ

DSLContext create = DSL.using(connection, SQLDialect.POSTGRES);
PersonRecord person = create
.selectFrom(PERSON) .where(PERSON.ID.eq(1)).fetchOne();
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