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The Context
We have data stored in various collections.
We must perform various operations on that data, such as
sorting, filtering, mapping, reducing, grouping, collecting, and
summing.
When using only iterators, we may end up repeating the same
constructions over and over, eventually creating utility methods
that perform the same operations in different contexts.
double sum = 0;
for(Item e : items) {

if (e.getWeight() > 10 && e.isAvailable) {
sum += e.getPrice();

}
}

We need a mechanism that is: terser (concise, declarative),
functional, less mutable, loose-coupled, more efficient
when working with collections.

2 / 18



Java Stream API
A stream is a sequence of elements (objects or primitive values)
supporting sequential and parallel aggregate operations.
The Java Stream API is a powerful abstraction for processing
sequences of data in a functional style. It enables complex data
manipulations such as such as sorting, filtering, mapping,
reducing, grouping, collecting, and summing using a concise,
declarative syntax.
double sum = items.stream()

.filter(e -> e.getWeight() > 10)

.filter(e -> e.isAvailable())

.mapToDouble(e -> e.getPrice())

.sum();

The Stream API aligns Java more closely with functional
programming paradigms, supporting immutable data
processing, higher-order functions, and lazy evaluation.
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Stream Pipelines
To perform a computation, stream operations are composed into
a stream pipeline (query). A stream pipeline consists of:

a source, which might be an array, a collection, a generator
function, or an I/O channel,
intermediate operations, which transform a stream into
another stream, such as filter, sorted, or map, and
a terminal operation, which produces a result or side-effect,
such as count, collect or forEach.

Non-mutating: stream operations produce a new result
without modifying the source collection, ensuring data integrity.
Lazy evaluation: computation on the source data is only
performed when the terminal operation is initiated, and source
elements are consumed only as needed.
Collections → efficient storing and management of data.
Streams → computational operations performed on data.
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Higher Order Functions
A higher-order function is a function that does at least one of
the following:

takes another function as an argument, or
returns a function as a result.

Enable abstraction and code reuse.
Foundation for functional patterns (map, filter, or reduce).
Used in event-driven, reactive, and stream-based programming.
In Java, they are modeled using functional interfaces
(interfaces that contain only one abstract method), their
instances being usually created using lambda-expressions and
method references.
int sum = Arrays.asList(1, 2, 3, 4, 5).stream()

.filter(x -> x >= 3) //lambda-expression

.mapToInt(Integer::intValue) //method reference

.sum();
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java.util.function Package
Predicate: boolean valued function of one argument.
Predicate<Integer> pred1 = x -> (x > 2);
Predicate<Integer> pred2 = x -> (x < 5);
System.out.println(pred1.and(pred2).negate().test(1));

Function: accepts one argument and produces a result.
Function<String, Integer> fun1 = str -> str.length();
Function<Integer, Integer> fun2 = x -> x*x;
System.out.println(fun1.andThen(fun2).apply("Hello"));

Consumer: takes a single argument and returns no result.
Consumer<String> con = s -> System.out.println(s.toUpperCase());
con.accept("hello"); //HELLO

Supplier: does not take any argument and produces a value.
Supplier<String> sup = () -> "Hello, world!";
System.out.println(sup.get());

There are also similar interfaces dedicated to primitive types.
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Parallel Streams
By default, stream pipelines are executed sequentially
IntStream stream1 = IntStream.range(0, 10); //endExclusive
stream1.forEach(System.out::println); //sequential
// 0 1 2 3 4 5 6 7 8 9

A parallel stream uses a multi-threaded approach (a fork/join
algorithm) in order to execute the functions inside the pipeline.
IntStream stream2 = IntStream.rangeClosed(0, 9); //endInclusive
stream2.parallel().forEach(System.out::println);
// 7 6 3 2 5 9 1 0 4 8 😕

Advantages: performance improvement on multi-core
processors, simplified concurrency, scalability.
Disadvantages: overhead and performance degradation for
small datasets, or when the operations are not independent. Not
useful when order of processing is critical.
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Example of Using Parallel Streams
// Looking for a prime number in a large array
private void testParallelStreams() {

int n = 100_000_000;
long arr[] = new long[n];
for (int i = 0; i < n - 1; i++) {

arr[i] = 100_003 * 100_003; //not prime, difficult to test
}
arr[n - 1] = 2; //this is the prime number, at the end
long a = Arrays.stream(arr)

.filter(this::isPrime)

.findAny().getAsLong(); //sequential: 5059 ms

long b = Arrays.stream(arr).parallel()
.filter(this::isPrime)
.findAny().getAsLong(); //parallel: 644 ms

}
private boolean isPrime(long number) {

long d = 2;
while (d * d <= number) {

if (number % (d++) == 0) return false;
}
return true;

}
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Stream Creation
From a collection or from an array (most common).
List<String> list = List.of("A", "B", "C");
Stream<String> stream = list.stream();

int[] array = {1, 2, 3};
IntStream s = Arrays.stream(array);

Using iterators or generators – infinte streams.
Stream<Integer> evenNumbers = Stream.iterate(0, n -> n + 2);
Stream<Double> randoms = Stream.generate(Math::random).limit(100);

From files.
try (Stream<String> lines = Files.lines(Paths.get("file.txt"))) {

//reads a file line by line into a stream
lines.forEach(System.out::println);

} catch (IOException e) { e.printStackTrace(); }

From specific values.
Stream.empty, Stream.of("A", "B", "C"), LongStream.range(0, 10)
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Intermediate and Terminal Operations

Intermediate operations are applied on a source stream, return
a new modified stream, can be chained, and are ended by a
single terminal operation.
filter, map, flatMap, distinct, sorted, limit, skip, ...

Terminal operations are applied on a (intermediate) stream,
cannot be chained, and return a value (not a stream).
sum, count, min, max, average, reduce, forEach, collect, ...

Example:
personList.stream()

.filter(p -> p.getAge() >= 18) //intermediate

.mapToInt(Person::getAge) //intermediate

.average() //terminal

.getAsDouble();
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Finding and Matching
Finding elements returns an Optional💡, because there might
not be any element in the stream that satisfies the condition.
This prevents NullPointerException by forcing to explicitly
handle the case where no element is found.
//findFirst, findAny
List<Integer> numbers = Arrays.asList(1, 3, 4, 5, 8, 9);
Integer firstEven = numbers.stream()

.filter(n -> n % 2 == 0)

.findFirst() //findFirst returns an Optional<Integer>

.orElse(null); //treat the case when there is no value
//findAny is especially useful when using parallel streams

Matching elements returns boolean.
//anyMatch, allMatch, noneMatch
boolean hasEven = numbers.stream()

.anyMatch(n -> n % 2 == 0);
boolean allPositive = numbers.stream()

.allMatch(n -> n > 0);
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The Optional class
Optional is a container (wrapper) object which may or may
not contain a non-null value. If a value is present, isPresent()
will return true and get() will return the value.
What problem is it trying to solve?
String countryName = person.getAddress().getCountry().getName();⚠
String countryName = person.map(Person::getAddress)

.map(Address::getCountry).map(Country::getName)

.orElse("Wakanda");

Groovy has a safe navigation operator.
person?.getAddress()?.getCountry()?.getName();

Kotlin has a type system that distinguishes between references
that can hold null and those that can not.
var a: String = "abc" var b: String? = "abc"
a = null //compilation error
b = null // ok
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Using Optional in Real Life
// A Spring JPA Repository providing access to User entities
public interface UserRepository extends JpaRepository<User, Long> {

Optional<User> findByEmail(String email);
}

// A Spring Service class using the repository via DI
@Service
public class UserService {

@Autowired
private UserRepository userRepo;

public User getUserById(Long id) {
return userRepo.findById(id)

.orElseThrow(() -> new UserNotFoundException(id));
}

public String getUserNameByEmail(String email) {
return userRepo.findByEmail(email)

.map(User::getName)

.orElse("Unknown");
}

}
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The Map Operation
map() transforms the elements of a stream by applying a
function to each element, producing a new stream containing
the results.
items.stream()

.map(item -> item.getProduct())

.mapToDouble(product -> product.getPrice())

.average().getAsDouble());

flatMap() is used when you have a stream of elements, and
each element can be mapped to multiple elements (another
stream of elements). It then ”flattens” these resulting streams
into a single, unified stream.
orders.flatMap(order -> order.getItems().stream())

.forEach(System.out::println);
//flatMap takes all the individual streams of items
//and concatenates them into a single stream
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The Reduce Operation
reduce() is a terminal operation that combines all elements
of a stream into a single result → ”fold” operation.
The most commonly used form of reduce takes two parameters:
a start value, and an accumulator function.
List<Integer> numbers = List.of(1, 2, 3);
Integer reduced = numbers.stream()

.reduce(0, (a, b) -> a + b);
//same as
Integer reduced = numbers.stream()

.reduce(0, Integer::sum);
//0 is the start value, sum is the accumulator

How it works:
The start value is used as the initial accumulated result.
Then, for each element in the stream, the accumulator is
applied with the current acc. value and the current element.
The result becomes the new accumulated value.
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The Collect Operation
collect() is a terminal operation that performs a mutable
reduction on the elements of the stream, accumulating elements
into a mutable (or imutable) result container.
Collecting to a List or Set.
List<String> names = persons.stream()

.map(p -> p.getName())

.collect(Collectors.toList()); // mutable ArrayList
//.toList(); // ImmutableCollection

Set<String> sortedUniqueNames = persons.stream()
.map(p -> p.getName())
.collect(Collectors.toCollection(TreeSet::new));

Collecting to a String.
String listToString persons.stream()

.map(Person::getName)

.collect(Collectors.joining(", "));
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The Sorted Operation
The sorted() operation is an intermediate operation that
returns a stream consisting of the elements of this stream,
sorted according to a natural order or a provided comparator.
//Using natural order
List<String> sortedList = list.stream()

.sorted().toList();

Using a comparator.
List<Person> sortedList = persons.stream()

.sorted(Comparator.comparingInt(User::getAge))

.toList();

Sorting can be chained or reversed.
List<Product> sortedList = products.stream()

.sorted(Comparator.comparing(Product::getPrice).reversed()
.thenComparing(Product::getName))

.toList();
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Grouping, Counting and Summing
Collectors.groupingBy() allows to group elements from a
stream based on a classifier function.
//Each Player belongs to a Team
Map<Team, List<Player>> teamPlayersMap = playerList.stream()

.collect(Collectors.groupingBy(Player::getTeam));

counting() and summing() have a classifier function mapping
input elements to keys and also a collector function
implementing the downstream reduction.
Map<Team, Long> count = playerList.stream()

.collect(Collectors.groupingBy(
Player::getTeam, //classifier
Collectors.counting())); //collector

Map<Category, Integer> sum = productList.stream()
.collect(Collectors.groupingBy(

Product::getCategory,
Collectors.summingInt(Product::getQuantity)));
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