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@ We need reusable, high-performance data structures.

e Firs attempt: Vector, Stack, and Hashtab'le.
— Just like in C++, they are all classes.

@ Modern programming encourages abstraction and loose
coupling, which usually stem from good design: first think
conceptually, create an abstract model, and then implement it in
multiple ways.

e The Java Collections Framework (JCF) provides a modern,
flexible, type-safe, and extensible foundation for working with
collections. A hierarchy of interfaces describes the collection
data types. For each interface, there are multiple
implementations adapted to various contexts. It is part of the
java.util package.

2/27



A Hierarchy of Interfaces

Collection Map
List Queue Set SortedMap
Degue SortedSet

Collection: a group of elements (objects).
List: an indexed collection (also known as a sequence).
Set: a collection that contains no duplicate elements.

Queue: designed for holding elements prior to processing.

Map: an object that maps keys to values.
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The List Interface

@ A list is an indexed collection (sequence).

@ Each element has a position (integer), starting from 0.

o It offers precise control over where in the list each element is
inserted. The user can access elements by their integer index
(position in the list), and search for elements in the list.

@ Duplicates are allowed, nulls are allowed.

e Common implementations are:

— ArraylList, LinkedList, Yeetor (legacy).

// Good practice: using the interface as reference type «
List<String> list new ArraylList<>();
List<Number> list new LinkedList<>();

// Bad practice: using the class as reference type X
Arraylist<String> list = new ArraylList<>();

// Bad practice: using raw generics X
List list = new ArrayList();
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lterating Over a Collection

@ Using a classical for, in case of indexed collections (lists).

for (int 1 = 0, n = list.size(); 1 < n; i++ ) {
System.out.println(list.get(1i));
}

@ Using an Iterator or ListIterator (both are interfaces).
Iterator is a behavioral design pattern that provides a way to
access the elements of a collection sequentially without exposing
the underlying representation (lists, sets, queues, etc.)

for (Iterator it = list.listIterator(); it.hasNext();) {
System.out.println(it.next());
it.remove(); // ListIterator can remove elements

}

@ Using an enhanced for loop (also called the for-each loop).

public void gradeStudent(List<Student> students) {
for (Student student : students) //or use var
student.setGrade(10);
} // Syntactic sugar for using an iterator
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Under the Hood: ArraylList, LinkedList

@ ArraylList uses a resizable array of Objects.

public class ArrayList<E> implements List<E> {
private static final int DEFAULT CAPACITY = 10;
Object[] elementData;
private int size;
} //Use it if you need fast random access and low memory overhead

@ LinkedList uses a doubly-linked list implementation.

public class LinkedList<E> implements List<E> {
int size = 0;
Node<E> first;
Node<E> last;

private static class Node<E> {
E item;
Node<E> next;
Node<E> prev;

} // Use it if you add/remove frequently elements at both ends
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Time Complexities of LiSts

Operation ArraylList LinkedList
Access by index (get/set) 0(1) O(n)

Add at end (amortized) 0(1) 0(1)

Add at index (middle/start) O(n) O(n) (O(1) at head)
Remove at index O(n) O(n)
Remove by object O(n) O(n)
Contains (search) O(n) O(n)
lterator.remove() O(n) 0(1)
Add/remove at beginning O(n) 0(1)
Memory usage Low High

Amortized analysis guarantees the average performance of each
operation in the worst case. The amortized cost is the total cost of
a sequence of operations divided by the number of operations.
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The equals method

@ Collection methods like: contains, index0f, remove, etc.
rely on the equals method, to determine whether two objects
represent the same value, not just the same memory reference.

/**
* Returns {@code true} if the list contains the element o.
* More formally, returns {@code true} if and only if this list
* contains at least one element {@code e} such that
* {@code Objects.equals(o, e)}.
*/
public boolean contains(Object o) {
for (int 1 =0, n = size(); i < n; i++) {
if (Objects.equals(o, elementDatalil)) {
return true; // snull-safe comparison
} // Objects.equals uses the method equals from Object
}

return false;

@ Overriding equals is important when working with collections.
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Example: ArrayList vs. LinkedList

public class TestList {
private final static int N = 200 _000;

public void testAdd(List<Integer> list) {
long t1 = System.currentTimeMillis();
for (int 1 = 0; i < N; i++) {list.add(i);}
long t2 = System.currentTimeMillis();
System.out.println("Add: " + (t2 - t1));

ArrayList | LinkedList

}
public void testGet(List<Integer> list) {

long tl = System.currentTimeMillis();

for (int i = ©; i < N; i++) {list.get(i);} add 0 ms 16 ms
long t2 = System.currentTimeMillis();

System.out.println("Get: " + (t2 - t1)); get 0 ms 15277 ms

remove | 1828 ms | 6 ms

public void testRemove(List<Integer> list) {
long t1l = System.currentTimeMillis();
for (int 1 = 0; i < N; i++) {list.remove(0);}

long t2 = System.currentTimeMillis(); ChOOSing a certain implementa—
System.out.println("Remove : " + (t2 - t1)); .
tion depends on the nature of

public void runTests(List<Integer> list) { the prOblem being SOIVed.
testAdd(list); testGet(list); testRemove(list);

public static void main(String args[]) {
var app = new TestList(); //JVM pre-warm ommited
app.runTests(new ArraylList<>());
app.runTests(new LinkedList<>());
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The Set Interface

A Set is a collection that contains no duplicate elements (the
mathematical set abstraction). More formally, sets contain no
pair of elements el and e2 such that el.equals(e2).
Sets are not indexed.
Sets are traversed using iterators or for-each.
Common implementations are:

— HashSet, TreeSet, LinkedHashSet

Set<Integer> numbers = new HashSet<>();

numbers.add(1l); number.add(2);

numbers.add(2); //duplicate, won't be added, silent treatment
System.out.println(numbers); //output might be [1,2] or [2,1]
int first = number.get{&}; //compile error

int first = numbers.iterator().next(); //if the set is not empty

Set<String> strings = new TreeSet<>();
strings.add("c"); strings.add("b"); strings.add("a");
System.out.println(strings); //output is ["a", "b", "c"]

Why bother with sets, when we have lists?
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Time Complexities of Sets

@ HashSet is backed by a hash table, a structure that provides
fast access to values using keys @ . It provides the fastest
value-based operations, but it guarantees no order of elements.

@ LinkedHashSet uses a hash table, but it maintains also a
linked list to preserve insertion order. Higher memory overhead
and a slighlty lower performance, compared to HashSet.

@ TreeSet is backed by a red-black tree. Using the tree, the
elements of the set are maintained in their natural or a
custom-specified order.

Operation HashSet | LinkedHashSet | TreeSet

Add Oo(1) o(1) O(log n)
Remove O(1) o(1) O(log n)
Contains O(1) o(1) O(log n)

Iteration Order | Unordered Insertion Order Sorted Order
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Example: ArrayList vs HashSet

public class TestSet {
final static int N = 200_000;

public void testAdd(Collection<Integer> c) {
long t1 = System.currentTimeMillis();
for (int 1 = 0; i < N; i++) { c.add(i); }
long t2 = System.currentTimeMillis();
System.out.println("Add: " + (t2 - t1));

Arraylist | HashSet
long t1 = System.currentTimeMillis();

15 ms 15 ms
for (Object obj : c) { obj.toString(); } H
long t2 = System.currentTimeMillis(); Iterate 18 ms 32 ms
System.out.println("Iterate: " + (t2 - t1)); contains 13150 ms 16 ms

Memory | Low High

ublic void testIterate(Collection<?> c
p ( ) { add

public void testContains(Collection<?> c) {
long t1l = System.currentTimeMillis();
for (int 1 = 0; i < N; i++) { c.contains(i); }
long t2 = System.currentTimeMillis(); . .
System.out.printin("Contains: * + (12 - t1)); Choosing a certain implementa-
}

tion depends on the nature of
public void runTests(Collection<Integer> c) { .
testAdd(c); testIterate(c); testContains(c); the prOblem belng solved.
public static void main(String args[]) {
var app = new TestSet(); //JVM pre-warm ommited

app.runTests(new ArraylList<>());
app.runTests(new HashSet<>());
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The Queue and Deque Interfaces

@ A Queue is a collection designed for holding elements prior to
processing. A queue has a head and typically, but do not
necessarily, orders elements in a FIFO (first-in-first-out) manner.
— PriorityQueue class is a direct implementation of Queue.

@ A Deque (extends Queue) is a linear collection that supports
element insertion and removal at both ends. Deques are used
to implement both FIFO and LIFO (last-in-first-out) collections.
— ArrayDeque and LinkedList are implementations of Deque.

Deque<String> deque = new ArrayDeque<>();

deque.push("Alice"); // Stack flavor, same as addFirst()
deque.addLast("Bob"); // List flavor, same as add()
deque.offerFirst("Charlie"); // Queue flavor, same as addFirst()
// add, remove,get may throw exceptions; offer, poll, peek don't
System.out.println(deque); // [Charlie, Alice, Bob]
System.out.println(deque.pollLast()); // Bob
System.out.println(deque.peekFirst()); // Charlie
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ArrayDeque vs LinkedList

Operation ArrayDeque | LinkedList
Add to front (‘addFirst") O(1) amortized 0o(1)
Add to back (‘addLast") O(1) amortized 0o(1)
Remove from front (‘removeFirst') 0o(1) o(1)
Remove from back (‘removelast') Oo(1) 0o(1)
Peek front (‘peekFirst") Oo(1) o(1)
Peek back (‘peekLast’) o(1) o(1)
Random access (‘get(int i)*) O(n) O(n)
Insert in middle O(n) O(n)
Delete from middle O(n) O(n)
Iteration O(n) O(n)

e ArrayDeque is more memory-efficient and faster in practice. @
@ LinkedList has higher memory usage (due to node pointers).
@ Neither is good for random access.
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Cache Locality

Cache locality (locality of reference) means that a data
structure is more CPU cache-friendly — faster access times.
Modern CPUs have small, fast cache memory (L1, L2, L3)
closer to the processor than RAM.
There are two main types of cache locality:

o Spatial locality

o Temporal locality
ArrayDeque is backed by a contiguous array in memory. When
you iterate, you're accessing adjacent memory cells, which helps
prefetch data into the CPU cache — good spatial locality —
faster iteration.
LinkedList uses linked nodes, scattered in memory. Following
next pointers may involve jumping to different memory locations
— poor spatial locality — more cache misses — slower iteration.
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The PriorityQueue Class

@ A PriorityQueue is a queue where elements are ordered
according to their priority, that is according to their natural
ordering, or by a Comparator, and not by their insertion order.
The head of the queue is the least element.

@ It is implemented using a binary min-heap. A min-heap is
binary tree where the value of each parent node is less than or
equal to the values of its children.

var pQueue = new PriorityQueue<Integer>();

pQueue.add(3); pQueue.add(2); pQueue.add(1l);

assert pQueue.peek().equals(1l); // or poll

// To enable assertions use the JVM option -ea: java -ea MyApp

@ Only access to head (no random access or indexed retrieval).

@ No guaranteed order when iterating (iterator() doesn't return
elements in priority order).
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Time Complexities of PriorityQueue

Operation Time Complexity
Insert element (‘add’, ‘offer’) O(log n)

Remove min (‘poll’, ‘remove’) O(log n)

Retrieve min (‘peek’) O(1)

Check size ('size’) O(1)

Check if empty (‘isEmpty’) O(1)

Remove specific element (‘remove(o)’) O(n)

Check for element (‘contains') O(n)

Convert to array (‘toArray') O(n)

lterate over elements (‘iterator') O(n) (no order guarantee)

@ Binary min-heap: insertions and deletions are O(log n).

@ peek() is O(1) because the smallest element is at the root.
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The Map Interface

@ A Map is an object that maps keys to values, similar to a
dictionary. Common implementations are:

— HashMap, TreeMap, LinkedHashMap, Hashtabte-{legaey).

Map<String, String> capitals = new HashMap<>();
capitals.put("Romania", "Bucharest");
capitals.put("France", "Paris");
System.out.println(capitals.get("Romania")); // Bucharest
// The key and value can be of any reference type
Map<Country, City> capitals = new HashMap<>();

@ A map cannot contain duplicate keys; each key can map to at
most one value. In order to determin if two keys are the same,
the equals method of the key class is used.

Map<Point, String> map = new HashMap<>();

Point pointl = new Point(0, 0);

Point point2 = new Point(0, 0); // Different objects, same content
map.put(pointl, "First");

map.put(point2, "Second");

System.out.println(map); // {Point[x=0,y=0]=Second}
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lterating over a Map

o lterate over the entry set (key and value) - most common

for (Map.Entry<String, Integer> entry : map.entrySet()) {
System.out.println(entry.getkKey() + " = " + entry.getValue());
}

// or simply use: for(var entry : map.entrySet()) { ... }

o lterate over the keys (requires a get if you need the value)

for (String key : map.keySet()) {
System.out.println(key + " = " + map.get(key));
}

@ lterate over the values (when keys are irrelevant)

for (Integer value : map.values()) {
System.out.println("Value: " + value);

}

@ Using an Iterator, if you need to modify the map during

iteration.
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Time Complexities of Maps

Operation HashMap TreeMap LinkedHashMap
avg / worst avg / worst

put (K, V) O(1) / O(n) | O(log n) O(1) / O(n)

get(K) O(1) / O(n) | O(log n) O(1) / O(n)

remove (K) O(1) / O(n) | O(logn) O(1) / O(n)

containsKey(K) | O(1) / O(n) | O(logn) O(1) / O(n)

Iteration Order Unordered Sorted (by key) | Insertion order

@ Worst-case for HashMap and LinkedHashMap is O(n) due to
potential hash collisions of the hash function used.
The hash function is given by the hashCode of the key. @
@ TreeMap guarantees O(log n) due to its red-black tree
structure. The iteration over the keys is done in their natural
order, or one specified by a Comparator supplied at creation.
@ LinkedHashMap maintains a doubly-linked list for predictable

iteration order.
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Objects and Hash Functions

@ A hash function is a function that takes an input of a given
type, called key (in our case, an object) and returns a fixed-size
number (in our case, an integer), known as the hash value
(hash code) of the object. In other words, a hash function puts
a key, from an unbounded domain (all possible objects of some
type), into a "bucket”, from a bounded domain (integer).

@ A collision is when two different objects produce the same hash
value (they go in the same bucket). Collisions are unavoidable.

@ A good hash function should have the properties:

o Deterministic: same input — same output.

e Uniform distribution: spreads keys evenly across buckets.

e Fast to compute: ensures good performance.

e Minimizes collisions: avoids mapping many keys to the same

hash.

@ Hash functions are used by HashMap, or HashSet.
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The hashCode Method

@ The hash function of an object is implemented by overriding the
Object.hashCode() method. hashCode()determines the
bucket and equals() determines equality within a bucket. @

=

public class Document {
private LocalDate date;
private int number;
@Override
public int hashCode() {
return Objects.hash(date, number);
/* The code behind this method is:
int hash = 1;

hash = 31 * hash + number; // Integer.hashCode(value) = value
hash = 31 * hash + (date == null ? 0 : date.hashCode());
*/
@Override

public boolean equals(Object obj) {
if (this == obj) return true;
if (obj == null || getClass() != obj.getClass()) return false;
Document other = (Document) obj;
return this.number == other.number &&
Objects.equals(this.date, other.date);
}

}
//1If a.equals(b) then a.hashCode()
//If a.hashCode() == b.hashCode(),

== b.hashCode() must be true.
equals() may still be false.
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Under the Hood: HashMap

@ HashMap stores its elements in an array of buckets and the
number of buckets is called the capacity.

Node<K,V>[] table; //the array of buckets
Set<Map.Entry<K,V>> entrySet; //the set of (key, value) pairs

@ Inside a bucket, the (key, value) pairs are stored either in a list
(for less than 8 elements) or in a balanced tree.

@ The bucket (index in the array) corresponding to a key is
computed as (capacity-1) & key.hashCode().

@ When adding a new key, if the corresponding bucket is empty, it
inserts a new node. If not, it searches the linked list (or tree)
using .equals() to find a match for the key. If the key exists, its
value is updated, otherwise a new node is added.

@ When the load factor (number of entries / number of buckets)
exceeds a threshold (default: 0.75), the array is resized

(doubled) and all entries are rehashed and redistributed.
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HashMap Buckets

Buckets

0

Key 1 1 ——» (Key 1, Value 1)

Key 2
hash
Key 3

i = |Key 2, Value 2) ——» [Key 3, Value 3)

Many keys j

n-1
n is the capacity
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Plolymorphic Algorithms

@ The class java.util.Collections contains polymorphic
algorithms that operate on collections of different types through
a common interface or superclass.

@ The algorithms are defined as static methods, using generics.

public static <T extends Comparable<? super T>>
void sort(List<T> list)

List<Integer> list = new ArraylList<>();
for(int i=3; i>=1; i--) list.add(i);
Collections.sort(list);
System.out.println(list); //[1,2,3]

@ Other common algorithms found in the Collections class:

shuffle, binarySearch, reverse, fill, min, max, copy,

//Note that all collections have a copy constructor
Set<String> set = Set.of(1l, 2, 3);
List<String> list = new ArraylList<>(set);
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Creating an Immutable Collection

o Creating an immutable set or list is done using the
unmodifiableCollection Type from the Collections class.

List<String> immutablelist = Collections.unmodifiableList(list);
immutablelist.add(newElement); //UnsuportedOperationException

@ This is an example of Protection Proxy design pattern, though
it has common features with the Decorator pattern. It's
primary intent is to control the access to an object and its
individual methods based on conditions, thereby protecting the
object from illegal access.

@ It wraps an existing List object with a new List object. This
new "unmodifiable” list doesn't contain a copy of the original
data; it holds a reference to the original list. The new object
restricts modification operations (like add(), remove(),
set()) by throwing an exception, while delegating all read

operations to the underlying original list.
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Example: Implementing a Protection Proxy

public class Collections {
public static <T> List<T> unmodifiableList(List<? extends T> list) {
return new UnmodifiableList<>(list));
}

class UnmodifiableList<E> implements List<E> {
final List<? extends E> list; //the original list

UnmodifiableList(List<? extends E> list) {
this.list = list;
}

// delegate safe method invocations to the original list
public E get(int index) {return list.get(index);}

public int indexOf(Object o) {return list.index0f(o);}
/] ..

//protect sensitive methods by throwing an exception
public void add(int index, E element) {
throw new UnsupportedOperationException();

public E remove(int index) {
throw new UnsupportedOperationException();
}

/7. ..
} //Proxy is a structural design pattern.
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